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1. Project Description 
 
1.1. What is TextMap? 
  
TextMap is an academic research project in natural language processing being conducted 
under the supervision of Professor Steven Skiena in the Computer Science Department at 
Stony Brook University. TextMap tracks references to people, places and things appearing in 
news text, so as to identify meaningful relationships between them. 
 
TextMap currently analyzes over 1000 domestic and international news sources every day. 
Natural language processing techniques along with a variety of statistical techniques are being 
used to identify entity references and to analyze the juxtapositions between them. 
 
The TextMap infrastructure can also be used to analyze other sorts of text sources. TextMed is 
the slightly modified version of TextMap and analyzes PubMed1 abstracts. It identifies known 
relationships and seeks to discover unknown relationships between medical entities such as 
diseases, drugs and genes. 
 
The TextMap website is hosted on the domain name, TextMap.com and can be accessed at 
http://www.TextMap.com/ using a web browser. 
 
 

 
 
Figure 1.1. TextMap Homepage 
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1.2. What is so unique about TextMap? 
 
TextMap comprises features that no other website can offer because: 
 

·  TextMap specifically analyzes news sources which are reliable and provide new 
information daily whereas other websites analyze more than news sources, such as 
websites which are not as reliable as news sources. 

 
·  TextMap classifies information into different types of entities (e.g. person, city, agency, 

company, etc.) and therefore be able to find direct relations between entities whereas 
other websites find relations based on text analysis. 

 
Such entity-based news text analysis creates very interesting new information such as: 
 

·  Entities that co-relate to a specific entity the most, meaning both entities appearing 
together in news text. For example, George W. Bush has been mentioned more in the 
news with Ariel Sharon than any other entity in the last 30 days. 
 

 
 
Figure 1.2. Juxtapositions for George W. Bush for t he last 30 days 

 
 
·  Popularity of an entity over a period of time with reference to the news types. For 

example, Arnold Schwarzenegger has been mentioned more in news articles classified 
as ‘business’ than in news articles classified as ‘entertainment’ and ‘sports’ from April 
13th to May 5th. 
 

 
 
Figure 1.3. Popularity Time Series for Arnold Schwa rzenegger 
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·  The relative interest in an entity over a given period of time at every locale in the United 
States is displayed in images that TextMap refers to as heatmaps. This geographic 
news analysis system is made possible by having the geometric point of origin 
(city/state and longitude/latitude) data for news sources along with the measures of 
their powers and influences. For example, Tony Blair has been mentioned a lot more in 
the news published by news sources located in the East Coast of the United States and 
Atlanta, GA than the rest of the country.  
 

 
Figure 1.4. Heatmap for Tony Blair 

 
 
By classifying articles into five different categories (news, business, entertainment, sports and 
other), TextMap can display content type distributions as a function of time.  
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1.3. TextMap System Breakdown 
 
During spring 2005 semester, 9 students were involved in the TextMap project.  
 

 
Figure 1.5. TextMap system breakdown  
 
The TextMap system breakdown involves 3 major steps: 
 

·  Spidering . It is the process of downloading the pages and storing them in raw format 
to be processed for inclusion in a database. The TextMap spiders are currently based 
on GNU wget 1.9.12 protocol, respect all robots.txt files and do not make more than 
one request per second to any website. 

 
·  Pipeline Processing.  It involves the execution of series of software programs that use 

the raw source files and the already existing data in MySQL3 databases to update the 
databases. These programs parse the raw source files, mark up entities, insert/update 
entities in the database, do calculations to create necessary tables in the database, etc. 
The descriptions of useful fields in the database are available under “3.6 Database 
Structure” on page 21. 

 
·  Website Generation.   This paper concentrates on the website generation part of the 

TextMap system. The TextMap website is regenerated frequently by the execution of 
several Perl scripts that are discussed in section 3. The generation involves connecting 
to the database and making SQL queries to retrieve the necessary data and then 
further processing them into graphics or static HTML4 pages. 
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1.4. TextMap Website Design Decisions 
 
The design goals represent the desired qualities of the TextMap website: 
 

·  Using Perl/CGI.  The current web server runs Apache5 on UNIX and supports Perl 
programming language. Because of its strong text processing abilities, Perl has 
become one of the most popular languages for writing CGI scripts. Since the TextMap 
project is based on text processing, Perl programming language must be used in the 
generation of graphics and HTML pages and CGI scripts must be used when 
interactivity (e.g. searching) is desired.  

 
·  Simplicity.  The TextMap website must have a clear web design, must be easy to use 

and the features on the website must be clear enough for an average Web user. White 
background is chosen for a professional look. The TextMap logo is accompanied with a 
tagline, “The Entity Search Engine”, as taglines are the one place on a page where 
users most expect to find a concise statement of a website’s purpose. Common user 
assumptions are employed, such as clicking on the TextMap logo will bring the user to 
the homepage. Bar lines are drawn on entity pages to show the number of 
coreferences and number of references rather than plain numbers. Help page is made 
available for first time users of the TextMap website. 
 

 
 
Figure 1.6. TextMap logo with a tagline  
 

 
 
Figure 1.7. Bar lines showing  
coreferences and references 

 
·  Accessibility.  Website users must be able to browse the TextMap website at a fast 

speed with as little page loading time as possible. The file path experiment has been 
conducted to find the fastest website structure. This is discussed in details under “2.1 
The File Path Experiment” on page 9. The website is comprised of static pages rather 
than dynamic pages so that there would be no need to connect to the database which 
would have tremendously increased the page loading time. The TextMap website must 
support different browsers and must look decent in different resolutions. The website 
has been checked on different web browsers and is being displayed correctly. The 
width of the tables in the HTML code are set using percentage values rather than fixed 
pixel values so that when the page is resized and on different resolutions, the TextMap 
website will still cover the whole space, thus looking better. 

 

 
 
Figure 1.8. TextMap on 800*600 pixel 
resolution 

 
Figure 1.9. TextMap on 1100*600 pixel resolution 
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·  Search Functionality.  Website users must be able to access to a specific entity by 

making a search on any of the pages on the TextMap website. When no exact matches 
are found, the approximate search function must display the best possible entity 
matches. 

 

 
 
Figure 1.10. The search for “bush pataki” did not r eturn an exact match, so the approximate search 
function displays the best possible entity matches.   

 
·  Robustness.  The TextMap website must be able to handle thousands of page hits per 

second. Having static HTML pages and using a fast website structure as discussed 
under “2.1 The File Path Experiment” on page 9, provides the necessary robustness. 

 
·  Search Engine Visibility.  The TextMap website must be search engine friendly, 

allowing major search engines to crawl all pages on request. The title tags on pages 
are made unique by using the entity names or the news source names. The META 
description tags are used to influence the description of the pages in the crawlers that 
support the tag. Level-one heading, H1, tags are used to emphasize the important 
parts on the pages. 

 
·  Ease of Maintenance.  Cascading Style Sheets (CSS) 6 are put into a separate file, 

“images/textmap.css”, so that making style changes on all pages will only require only 
one file to be edited. Macromedia Dreamweaver7 template is used for updating certain 
pages so that rep.etitive manual editing of the pages will not be necessary. The 
maintenance of the Perl scripts is discussed in detail under “4.1 Script Automation” on 
page and “4.2 Possible Problems” on page 22.
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2. Website Structure 
 
2.1. The File Path Experiment 
  
The TextMap website contains more than 1,000,000 pages at any time. Although Apache5 web 
server is capable of serving this number of pages with no additional configuration necessary, 
locating and retrieving a page upon a request by the web user is the most time consuming part 
in the whole process. In order to minimize the time the HTML files are located and retrieved, 
finding the optimal file path is necessary. 
 
Conditions: 
The following 3 conditions must be met in order to get unbiased results from this file path 
experiment: 
 

1. Enough number of files is used in the experiment. 
2. The same randomly selected files are requested in all runs of the experiment on 

different file paths in the same order. 
3. If there will be more than one run of the same file path, these runs must not follow 

immediately as the caching on hard drive level may influence the experiment results. 
 
10,000 files were used in the experiments, in order to satisfy the first condition. 
 
Random number generator with a seed was used. This ensured that the random numbers were 
generated in the same order to be used in all runs, in order to satisfy the second condition. 
 
All runs were made in a nested mode, meaning a second run on the same file path is not 
carried out until all file paths are run once first, in order to satisfy the third condition. 
 
Different File Paths: 
7 different file paths were tested: 
 

1. Hashing into 2 directories   Path: /{0..1}/sample.htm 
2. Hashing into 11 directories   Path: /{0..10}/sample.htm 
3. Using letters for 26 directories  Path: /{a..z}/sample.htm 
4. Hashing into 97 directories   Path: /{0..96}/sample.htm 
5. Hashing into 997 directories   Path: /{0..96}/sample.htm 
6. Hashing into 9997 directories  Path: /{0..996}/sample.htm 
7. Using no subdirectories   Path: /sample.htm 

 
For hashing functions, the hash key is the remainder in the division of actor ID in the database 
by the hash value. 
 
Example: 
The actor Bill Gates has actor ID 98412. 
 
Run Type File Path Explanation 
Hash 2 /0/bill-gates.htm 98412 module 2 = 0 
Hash 11 /6/bill-gates.htm 98412 module 11 = 6 
Letter /b/bill-gates.htm First letter is ‘b’ 
Hash 97 /54/bill-gates.htm 98412 module 97 = 54 
Hash 997 /706/bill-gates.htm 98412 module 997 = 706 
Hash 9997 /8439/bill-gates.htm 98412 module 9997 = 8439 
No Subdirectories /bill-gates.htm  
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3 runs were made for each type and the number of minutes taken to retrieve all 10,000 files 
was recorded.  
 

File Path Experiment Results
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Figure 2.1. The File Path Experiment Results 
 
 
Conclusion: 
Having no subdirectories gives the best performance. 
 
It is observed that having more directories decreases performance until the number of 
directories gets nearer to the average number of files in the directories. This means that a few 
directories with a lot of files in them or a lot of directories with few files in them, provides a 
faster performance than arbitrary number of directories. 
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2.2. Overall Hierarchy  
  
The TextMap website contains the following types of web pages: 

·  Homepage 
·  Entities page, listing letters from A to Z for each entity category 
·  Entity letter page, listing top 100 entities that begin with a specific letter of specific 

category 
·  Entity page 
·  Sources page, listing sources by popularity, most crawled and state. 
·  Source page 
·  Help page 
·  Contact page 
·  About TextMap page 
·  TextMap Team page 

 

 
Figure 2.2. TextMap Website User Navigation 
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2.3. TextMap Homepage 
  
The TextMap homepage is accessed through http://www.TextMap.com.  
 

 
 

TextMap Directory: gives links to the top 10 referenced entities for these categories: 
person, city, agency, company, university, drug, website and title. The linked entities 
are accessible with only one mouse click. 

 
 

Random Entity Feature:  clicking on “random” link displays a random entity from that 
category.  
 

 
 

Today’s Date:  the notion of having a date gives the web user the sense that the 
website is updated daily. 
 

 
 

Person of the Day:  is picked among the top 1000 entities and is updated daily. It 
motivates the web user to visit TextMap more often. 
 

 
 

TextMap Description:  is put so that first-time visitors can understand the purpose of 
TextMap easily. 
 

 

What’s New:  displays the latest major change on the TextMap website and has a link 
to the What’s New page with all the previous updates. 

 

 
Figure 2.3. TextMap Homepage
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2.4. TextMap Entity Pages  

  
The TextMap entity pages display entity-based information. 
 
They can be accessed through 3 ways: 

1. Clicking on one of the top entities on the homepage. 
2. Clicking on one of the search results 
3. Clicking on the Entities button, choosing a letter under a category and clicking of one of 

those entities. 
 

The file path of an entity page is: 
http://www.TextMap.com/{category}/{entity name}.htm 
 
 

 
 

Juxtapositions: For the last 7 days, last 30 days and forever. Blue line indicates the 
number of coreferences and orange bar indicates the number of references. 
 

 
 

Popularity Time Series:  shows the popularity of an entity over the last 30 days with 
reference to the news types: news, business, entertainment, sports and other. The 
“What does popularity time series mean?” text links to the appropriate position on the 
Help page where the answer to the question is located. 
 

 
 

Heatmap:  shows the relative interest in an entity over a given period of time at every 
locale in the United States. days with reference to the news types: news, business, 
entertainment, sports and other. The “What does heatmap mean?” text links to the 
appropriate position on the Help page where the answer to the question is located. 
 

 
 

Show Articles:  links to a page where the most recent 50 articles that reference that 
specific entity are displayed. 
 

 
 

Juxtaposition Articles:  the blue/orange bar links to a page where the articles that 
reference both entities (the entity whose page the web user is on and the entity that is 
correlated to) are displayed. 
 

 

Last Generation Date: is shown at the bottom of the entity pages so web users can 
verify that the information displayed is up to date. 
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Figure 2.3. TextMap Entity Page for Tony Blair
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2.5. TextMap Source Pages   
 
The TextMap source pages display statistics on specific sources. 
 
The file path of a source page is: 
http://www.TextMap.com/sources/{source name}.htm 
 
 

 
 

General: A direct link to the newspaper website is displayed. Number of files is the 
number of issues that are stored in the system for a specific source. Number of articles 
is the number of documents that are stored in the system in those issues for a specific 
source. 

 
 

Content Type Distribution:  is a pie chart showing the distribution of news types for all 
documents stored in the system. 
 

 
 

Daily Content Type Distribution:  is a bar chart showing the distribution of news types 
for each day of the week. 
 

 
 

Content Type Time Series:  is an area graph showing the distribution of news types 
over the last 30 days. 
 

 
 

Over Populated Entities:  show the entities that are over emphasized by a specific 
source along with frequency and standard deviation values. 
 

 

Under Populated Entities:  show the entities that are under emphasized by a specific 
source along with frequency and standard deviation values. 
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Figure 2.4. TextMap Source Page for Newsday
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3. Code Organization 
 
3.1. Static Page Generation with Perl Scripts 
 
There are seven Perl scripts that can generate all static pages on the TextMap website.  
 
They are stored at: /reiser/generation on the WWW machine. 
 
The order in which these seven Perl scripts are executed is important and is discussed under 
“4.1 Script Automation” on page 22. 
 
The optional ‘synset’ command line parameter forces the script to use synset tables in the 
database. 
 
The optional ‘textmed’ command line parameter forces the script to use the Medline database 
and the generated pages are output to the TextMed directory. 
 
The number of lines includes empty lines, variable declarations, database connections and 
some HTML code, and is rounded to nearest ten. 
 
 

3.1.1 generate_index.pl 
 Usage:  perl generate_index.pl [synset | textmed] 
 Number of Lines:  420 
 Description:  generates homepage. 
 Number of Pages Generated: 1 
 Page Path: /index.htm 
 
3.1.2 generate_all_entities.pl 
 Usage:  perl generate_all_entities.pl [synset | textmed] 
 Number of Lines:  700 
 Description: generates all entity pages. 
 Number of Pages Generated: total number of entities 
 Page Path: /{entity category}/{entity name}.htm 
 
3.1.3 generate_entity_articles.pl 
 Usage:  perl generate_entity_articles.pl [synset | textmed] 
 Number of Lines:  230 
 Description: generates the article pages for all entities. 
 Number of Pages Generated: total number of entities 
 Page Path: /{entity category}/{entity name}-articles.htm 
 
3.1.4 generate_entity_juxta_articles.pl 
 Usage:  perl generate_entity_juxta_articles.pl [synset | textmed] 
 Number of Lines:  250 
 Description: generates the juxtaposition article pages for all entities. 
 Number of Pages Generated: total number of entities * 15 
 Page Path: /{entity category}/{entity name}-and-{juxtaposition entity name}.htm 
 
3.1.5 generate_entity_letters.pl 
 Usage:  perl generate_entity_letters.pl [synset | textmed] 
 Number of Lines:  270 
 Description: generates the index pages by letter for all entity categories. 
 Number of Pages Generated: 12 * 26 
 Page Path: /entities/{entity category}/{a..z}.htm 
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3.1.6 generate_source_list.pl 
 Usage:  perl generate_source_list.pl [textmed] 
 Number of Lines:  360 
 Description: generates the source index page. 
 Number of Pages Generated: 1 
 Page Path: /sources.htm 
 
3.1.7 generate_all_sources.pl 
 Usage:  perl generate_all_sources.pl [dailies] 
 Number of Lines:  280 
 Description: generates all source pages. 
 Number of Pages Generated: total number of sources 
 Page Path: /sources/{source name}.htm 

 
 
3.2. Statistical Graphic Generation with Perl Scrip ts 
 
All graphic generating Perl scripts use GDGraph8 component which is freely available on the 
CPAN9 website.  
 
The optional ‘dailies’ command line parameter forces the script to use the Dailies database. 
 
 

3.2.1 generate_entity_time_series.pl 
 Usage:  perl generate_entity_time_series.pl 
 Number of Lines:  250 
 Description:  generates popularity time series for top 10,000 entities. 
 Number of Graphics Generated: 10,000 
 Graphic Path: /{entity category}/{entity name}-time-series.gif 
 
3.2.2 generate_source_piecharts.pl 
 Usage:  perl generate_source_piecharts.pl [dailies] 
 Number of Lines:  110 
 Description: generates content type distribution pie charts for all sources. 
 Number of Graphics Generated: total number of sources 
 Graphic Path: /sources/{source name}.gif 
 
3.2.3 generate_source_daily.pl 
 Usage:  perl generate_source_daily.pl [dailies] 
 Number of Lines:  120 
 Description: generates daily content type distribution bar charts for all sources. 
 Number of Graphics Generated: total number of sources 
 Graphic Path: /sources/{source name}-daily.gif 
 
3.2.4 generate_source_time_series.pl 
 Usage:  perl generate_source_time_series.pl [dailies] 
 Number of Lines:  180 
 Description: generates content type time series for all sources. 
 Number of Graphics Generated: total number of sources 
 Graphic Path: /sources/{source name}-time-series.gif 
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3.3. Search Functionality 
 
The search form on every page is submitted to the search.cgi file. 
 
The search.cgi file calls the daemon search client application: 
/reiser/daemon/client search {mode} {search} 
where mode is either ‘textmap’ or ‘textmed’ and search is the search string. 
 
The daemon search client may return three different types of results: 

1. 0 results: “not found” message is displayed.  
2. 1 result: the web user is redirected to the specific entity page. 
3. Multiple results: search results are displayed. 

 
The daemon only returns multiple results when there is no exact match between any entity 
name in the search index and the search string. If there are multiple exact matches (different 
categories), the daemon returns the entity who has the highest number of references. 
 
The Perl script, generate_daemon_input.pl, is used for generating the necessary search index 
data file for the daemon. 
Usage: perl generate_daemon_input.pl [textmap | textmed] 
 
 
3.4. CGI Files: WebQuery, Weather, Map, Random 
 
Four CGI files, besides search.cgi, are used for providing better infrastructure. 
Direct links for web query, weather and map could have been used, but allowing links to go 
through the CGI files provides flexibility such that we can modify the search engine, weather or 
map websites that we link to, without having to regenerate all entity pages. 
 

1. random.cgi:  calls the daemon search client with the category as the parameter and 
automatically redirects to the specific page the daemon returns. 

 
2. webquery.cgi:  redirects to Google search engine results page: 

http://www.google.com/search?q={entity name}  
 

3. weather.cgi:  directs to Yahoo! Weather page: 
http://weather.yahoo.com/search/weather2?p={entity name}  

 
4. map.cgi:  directs to Yahoo! Weather page: 

http://www.mapquest.com/maps/map.adp?formtype=address&searchtype=address 
&city={city parsed from entity name} &state={state parsed from entity name}  

 
 
3.5. Non-Trivial Algorithms 
 
Finding the day of the week was an interesting algorithm, used in the graphic generating Perl 
script for daily content type distribution bar charts, generate_source_daily.pl. 
 
This algorithm was first written in the 1950's by Fred Barlow and revised in 2000 by Guy 
Rimmer. 
 
The full analysis of the algorithm is available through this website: 
http://www.quincunx.org/calendar/ 
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$query = "SELECT dateAuthored FROM documents WHERE sourceID = $row[0] AND predictedType 
LIKE '$arrayClasses[$currentClass]'"; 
$sth2 = $dbh->prepare($query); 
$sth2->execute; 
my @monthCodes = (6, 2, 2, 5, 0, 3, 5, 1, 4, 6, 2, 4); 
while (my @row = $sth2->fetchrow_array) 
{ 
# Format in the database 
# 20040713 
# Ref: http://www.quincunx.org/calendar/  
# The basic steps for a date in the years 2000-2099  are as follows: 
#  
# Example date: July 13th, 2004 
#  
# 1. Take the last 2 digits of the year and add a q uarter onto itself. 
#    (04 + 1 = 5)  
# 
# 2. Get the corresponding code for the month. 
#    (January = 6, February = 2, March = 2, etc. Se e @monthCodes above). 
#    July = 5  
# 
# 3. Take the day. 
#    (=13)  
# 
# 4. Add the numbers together 
#    (5 + 5 + 13 = 23) 
# 
# 5. Take away 7 (or multiples of 7) until a number  from 1-7 is left. 
#    (23 - 21 =2)  
# 
# 6. This number corresponds to the day of the week . 
#    (1 = Monday, 2 = Tuesday, etc.) 
#    In this case 2 = Tuesday  
# 
# Leap years: subtract 1 from the total if the mont h is January or February.  
# 
# When adding a quarter of the year onto itself, If  the quarter of the year is not a  
# whole number, simply ignore the decimals. 
# Do not round up. Therefore 27/4 = 6.75 = 6, and 2 /4 = 0.5 = 0. 
 
   my $dayOfWeek = (int(substr($row[0], 2, 2)) +  
        int((substr($row[0], 2, 2)/4)) +  
                 $monthCodes[int(substr($row[0], 4,  2))-1] + 
                  int(substr($row[0], 6, 2))) % 7; 
 
   #no need for this, as we'll then convert 7 to 0.  
   #if ($dayOfWeek == 0) {$dayOfWeek = 7;} 
 
   $data[$currentClass+1][$dayOfWeek] += 1; 
} 
$sth2->finish; 
 
 
 
Also, the file naming scheme must be followed by all Perl scripts in order for the web server to 
be able to locate any file. 
 
 $filePath = lc($entityClass); # lower case entity category 
 $filePath =~ s| |-|g;  # replace spaces with hyphe ns 
 $filePath =~ s|,||g;  # remove commas. 
 $fileName = lc($entityName); # lower case entity n ame 
 $fileName =~ s| |-|g;  # replace spaces with hyphe ns 
 $fileName =~ s|/|-|g;  # replace slashes with hyph ens 
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3.6. Database Structure 
 
There are many fields in the database that are not used by the website generation scripts. 
 
Below are the fields in the database that at least one of the Perl scripts rely on, in order to work 
flawlessly: 
 
 
TABLE NAME FIELDS 

actors ID, name, class 

actor_counts ID, numberOfReferences, numberOfArticles 

actor_synset actorID, synsetID 

actors_{YYYYMM} ID, numberOfReferences, numberOfArticles 

actors_{YYYYMMDD} ID, numberOfReferences, numberOfArticles 

actors_sum30 ID, numberOfReferences, numberOfArticles 

actors_sum7 ID, numberOfReferences, numberOfArticles 

document_sources ID, name, internalName, URL, databaseUsed 

documents docID, sourceID, URL, dateAuthored, title, predictedType, length 

juxta_actor actor_one, actor_two, count, recent_doc 

juxta_seven actor_one, actor_two, count, recent_doc 

juxta_thirty actor_one, actor_two, count, recent_doc 

synset_juxta_actor synset_one, synset_two, count, recent_doc 

synset_juxta_seven synset_one, synset_two, count, recent_doc 

synset_juxta_thirty synset_one, synset_two, count, recent_doc 

synsets_YYYYMM ID, numberOfReferences, numberOfArticles 

synsets_YYYYMMDD ID, numberOfReferences, numberOfArticles 

synsets_sum30 ID, numberOfReferences, numberOfArticles 

synsets_sum7 ID, numberOfReferences, numberOfArticles 

occurances actorID, docID, count 

source_files ID, sourceID, fileName, documentCount 
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4. Maintenance 
 
4.1. Script Automation 
 
The shell script, generateWebsite.sh, is called as soon as pipeline processing is done. 
 
This shell script calls 7 static page generating Perl scripts, 4 graphic generating Perl scripts and 
the Perl script that generates the search index data file. 
 
The order of the Perl script that generate all entities and the Perl script that generate the entity 
time series is important. The Perl script that generates the entity time series must finish before 
the Perl script that generates the all entities is executed. This is because, the latter Perl scripts 
checks if there exists a specific time series graphic in the specific path and puts the HTML code 
for that graphic accordingly. 
 
 
4.2. Possible Problems 
 
Missing fields in the database will cause the SQL queries to return no results. This error might 
not directly make itself visible as there are situations where some SQL queries return no results 
and this means something. 
 
There must be 30 daily actor count tables in the format actors_{YYYYMMDD}. These store the 
number of references for each actor for each day and these values are used to draw the entity 
popularity time series for 30 days. If there are not 30 tables, then the script will not output the 
popularity time series graphic. 
 
Making structural changes in the pipeline processing may cause incorrect data to be placed 
into the database. Such a problem had occurred with document URLs not being stored in the 
documents table. 
 
 
4.3. Monetarizing with Google AdSense 
 
There are many ways to monetarize the TextMap website, but the most user-friendly and 
effective way is through Google AdSense program. 
 
As Google defines its AdSense program: 

 
Google AdSense is a fast and easy way for website publishers of all 
sizes to display relevant Google ads on their website's content pages 
and earn money. Because the ads are related to what your visitors 
are looking for on your site — or matched to the characteristics and 
interests of the visitors your content attracts — you'll finally have a 
way to both monetize and enhance your content pages. 

 
The reason why Google AdSense is very effective is because it does not follow the traditional 
way of interruption marketing that tries to get the attention of the web user by large, flashing 
banner ads, flash animations or pop ups. Google AdSense provides targeted text-based 
advertising. 
 
Google AdSense has the largest number of advertisers and can supply relevant ads to the 
remarkable percentile of the TextMap entity pages.
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Footnotes 
 
1 PubMed, a service of the National Library of Medicine, includes over 15 million citations for 
biomedical articles back to the 1950's. These citations are from MEDLINE and additional life 
science journals. PubMed includes links to many sites providing full text articles and other 
related resources 
 
2 GNU wget is a free software package for retrieving files using HTTP, HTTPS and FTP, the 
most widely-used Internet protocols. It is a non-interactive command line tool, so it may easily 
be called from scripts, cron jobs, terminals without X-Windows support, etc. 
 
3 The MySQL database server is the world's most popular open source database. The TextMap 
project uses the MySQL database server because of its lower cost and better UNIX operating 
system support. 
 
4 Hypertext Markup Language. The document format language used on the World Wide Web. 
Web browsers read HTML and display the page. 
 
5 The Apache HTTP Server is an open-source HTTP server for modern operating systems 
including UNIX and Windows NT. 
 
6 Cascading Style Sheets (CSS) is a simple mechanism for adding style (e.g. fonts, colors, 
spacing) to web documents. 
 
7 Macromedia Dreamweaver is a web design software application developed by Macromedia. It 
uses an editing system that incorporates both WYSIWYG and HTML editing. 
 
8 Reference: http://search.cpan.org/dist/GDGraph/ 
 
9 Comprehensive Perl Archive Network, a large collection of Perl software and documentation. 
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